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Introduction
e Reinforcement Learning from Human Feedback (RLHF) enhances State, Reward
agent training through using feedback from human “teachers” Questions: Agtnt
e Most algorithms rely on preference or demonstration data as 1 How can we
evaluative feedback. Feedback acquisition often increases user communicate agent | _
workload due to sustained attention, decision making and/or active performance implicitly | Neural knvironment
demonstration through neural data? ' Data T Action
e Passive Brain-Computer Interfaces (BCIl) assess user cognitive states | 2. How much granularity AN Algorithm
through various neuroimaging devices can we derive with this T
. : : . - |
e Functional Near-Infrared Spectroscopy (fNIRS) is one such device signal? alavd Neural
that measures the change in hemodynamic response in the brain Trained Model Classification
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Multi-Policy Agreement:
We apply KL-Divergence to B
Lunar Lander calculate ’Ehe error between "
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and that of ten (10)
near-optimal policies.
Euclidean distance was

spaces. These scores are
averaged and used as a
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——a 1| regression analyses.
Flappy Bird

fNIRS Device: fNIRS is used to
estimate hemodynamic
activity in the prefrontal cortex
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Results and Future Work
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Classification Results

e Binary and Multi-Class
granularity is attainable —
for this framework 1.00

e Binary models slightly o7
out-performed
Multi-Class models

F1 Score
o
u
o

o
N
Ul

Classifier

SVM
RandomForest
KNN
DecisionTree
MLP

Random Chance

F1 Score
o
Ul
(@)

P\\\ PC{\\' e

\;\a‘)‘)\J
RandomForest KNN MLP
MSE: 5.3269 h 20  [MSE: 3.5069 ‘ i MSE: 4.4822 I
175 [RZ: 0.8157 ] ol P [RZ: 0.8787 } | - 20 [Rzz 0.8449 ] = T -
15.0 7 '} ,o ,,,0/ :
7)) 7} 15 n ® g
5125 .+ S L '
S - . S S
3" g 10 g 10
O O O
g " § 3
S .. — 5
o 50 D5 wde o o
25 iﬂ” 0
%
0.0 0
0 O 10 15 20 0 5 10 15 20 0 9 10 19 20
Actual Values Actual Values Actual Values

Regression Analysis: High granularity feedback is attainable for this framework
Future Work:

NASA TLX Scores

Temporal Physical

NASA-TLX Results

As expected, participants
reported passive tasks to be
significantly less demanding

| than active tasks. Cognitive
workload is reduced when
Interacting with an agent
learning from this framework.
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Participant Cross-Validation: Cross-participant analysis
was difficult for most models, a common limitation in
BCI. The Robot Passive condition showed some promise.

e Apply trained models to a real-time RLHF framework to implicitly align agent behavior with human goals and expectations
e Explore how user perceptions are affected when interacting with an agent trained on their neural data

e Multi-modal neural and biosignals for richer preference adaptation
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